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Introduction 
Through the strata of data deposits run patterned veins of meaning.  Discovering useful patterns 

and refining them into actionable knowledge requires a blend analytic rigor and insightful artistry.  
New techniques and approaches to data analysis can provide welcome additions to the researcher’s 
palate especially in this age of geometrically expanding data sets.  Just as the advent of the computer 
revolutionized classical statistics, the increase in computing power and storage capacity has brought 
pattern recognition techniques from artificial intelligence and information theory to researchers and 
statisticians in the form of data mining.  This chapter will describe data mining in general and its 
applications, compare traditional statistics with data mining, discuss data mining algorithms and 
theories, provide an example of data mining from higher education research, and finally suggest 
possible future directions.   
What is Data Mining? 
 
 “When I use a word,” Humpty Dumpty said in rather a scornful tone, “it means just what I choose it to mean -- 
neither more nor less.” 

--Lewis Carroll, Through the Looking Glass  
 

The term “data mining” has an interesting complex of associations from being a statistical 
cardinal sin to its use as an advertising pitch akin to “new and improved” to describing innovative 
new analysis techniques.  Foremost, the contemporary usage of data mining should no longer be 
confused with data “fishing”, which is a dubious post hoc search for spuriously significant findings.  
Some software companies, eager to ride the data mining gravy train, refer to their programs as “data 
mining” even though what they really offer are unique and possibly helpful data visualization tools.  
While data visualization has always been a part of analysis, a graph by itself, no matter how complex, 
colorful, or three-dimensional, falls short of the common usage of data mining.  Data mining now 
generally refers to data analysis techniques that use well-defined algorithms from the disciplines of 
machine learning and artificial intelligence to detect complex patterns in large data sets (Fayyad, 
Piatetsky-Shapiro, & Smyth 1996).  While traditional inferential statistics operate on a-priori 
hypotheses tested on data sets collected ideally after the hypothesizing and specifically for testing the 
hypothesis, data mining discerns an optimal model based upon existing data sets created by routine 
and often continuous data collection, such as MIS data.  Data mining is used by businesses such as 
credit card companies trying to detect possibly fraudulent transactions.  Recently, data mining has 
come into use by scientists from many disciplines and has potential in higher education such as in 
predicting at risk students to design early intervention programs or in student profiling for 
enrollment management efforts. 
Historical Overview Statistics and Data Mining 

The seed of statistics was planted in the 18th century with the probability theories of Fermat and 
Pascal developed through analyzing games of chance (Boyer 1968).  In the late 19th and early 20th 
centuries, applications of probability distributions were used in agriculture to detect significant 
effects of fertilizer on corn yields, in beer making to analyze variation of batches, and nefariously in 
eugenics to find “optimal” human characteristics.  The computer revolution allowed fast and 
accurate calculations so that multivariate analyses and previously intractable models could now be 
used routinely and a new branch of statistics was born in the form of exploratory data analysis.  
Techniques such as principal components analysis were used to uncover latent variables and help 
suggest and refine theory.   
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Statistical learning theory developed by Vapnik and Chervonenkis in the 60’s brought a new set 
of approaches to comparing competing models that overcame some of the difficulties of traditional 
statistical modeling (Vapnik 2000, Hosking et al. 1997).  While traditional statistics assumed that the 
correct model was known and the task was to estimate parameters, statistical learning theory focused 
on comparing the relative performance of competing models with the assumption that the correct 
model is unknown.  This theory also uses finite-sample statistics rather than asymptotic statistics and 
so is more closely aligned with data mining scenarios.  An interesting development in statistical 
learning theory is the replacement of the degrees of freedom concept with the Vapnik-Chervonenkis 
(VC) dimension, which is a measure of the complexity of the model. 

Data mining can trace some its roots back to the disciplines of artificial intelligence and 
cognitive psychology born in the ‘50’s (Langely 1996).  Through the years, these fields have explored 
the role of knowledge in intelligent behavior and the process of learning.  Historically, computer 
programs resulting from these inquiries focused on pattern recognition tasks such as code breaking, 
image analysis, and voice recognition.  In the 80’s began a focus on new applications of learning 
algorithms as well as developing and testing theories that explained these new techniques.  Today, 
most statistical software companies are offering data mining algorithms either as additions to their 
traditional packages or as separate packages that include some traditional inferential and exploratory 
techniques. 
Relation of Data Warehouses to Data Mining 

Another trend in data collection that has greatly inspired data mining has been the development 
of the data warehouse.  A data warehouse is an organized and indexed set of stable historic data that 
is separate from an organization’s data entry system (Westerman 2001).  Prior to data warehouses, 
users would pull directly from a data entry system, also referred to as online transactional processes 
(OLTP), often using an executive information system (EIS) interface.  This system would provide 
summaries of data with some cross tabulation or drill down capabilities.  The development of 
spreadsheets allowed users to download data through the OLTP using structured query language 
(SQL) for analysis.  Unfortunately, interfacing directly with an OLTP, such as Datatel, PeopleSoft, 
or the Santa Rosa system, has several disadvantages.  First, additional demands are placed on the 
OLTP, which slow down customer or student transactions.  Second, the data retrieved is an 
instantaneous cut of the organization data at the moment of downloading.  A second user trying to 
verify findings with data downloaded even a few minutes later will find different results.  The greater 
the time between downloads, the greater the difference in findings.  Third, OLTP records are 
generally not historical.  One can only glimpse at where the organization is at that moment and 
cannot readily retrieve past information.  Also, past downloads that have been saved for comparison 
may have been extracted at different times in the quarter or semester making comparisons suspect.  
Finally, OLTP data has not been screened for accuracy.  Any given download may contain 
undetected errors.   

The data warehouse addresses these limitations by existing as a repository separate from the 
OLTP so that queries will not interfere with student registration or invoicing.  Also, the data are 
compiled and screened for accuracy after a quarter or term has ended and do not change so that 
each user will obtain the same results from the same queries, can reliably compare between time 
periods, and have a reasonable assurance that data are accurate.  For example, California community 
colleges must report student enrollment and demographic data using the management information 
system (MIS).  This data is organized and indexed so that it can be readily compiled to a campus 
data warehouse useful for research and planning. 

As one may image, a data warehouse grows larger with time and may contain hundreds or 
thousands of variables.  This wealth of data can be difficult to use effectively.  Inferential statistics 
would constrain a researcher to testing only a few a-priori hypotheses.  Exploratory statistics may 
offer some guidance but have distributional assumptions that may not be met and offer results that 
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aren’t always interpretable or immediately useful in prediction.  Data mining provides another set of 
analytic tools specifically developed for large and noisy data sets.  These techniques can characterize, 
model, and predict in ways that are free of distributional assumptions, avoid issues of alpha inflation, 
and effectively handle concerns of overfitting in ways that favor data mining’s application to data 
warehouses. 
Applications of Data Mining 

Some new applications were inspired by the increase in computing power and data storage that 
simultaneously allowed large amounts of data to be routinely collected and analyzed in a reasonable 
span of time.  For example, credit card companies could scan transaction data automatically for 
unusual patterns that would suggest fraud.  Data mining is a growing field expanding into many 
disciplines with large and complex data sets including customer service in business (Hui & Jha 2000), 
web site design (Spiliopoulou & Pohle 2001), ecology (De’ath and Fabricus 2000), education 
(Hanson 1997), atmospheric science (Brown and Mielke, Jr.  2000), astrophysics (Ng & Huang 
1999), music (Beran & Macek 1999), and environmental risk assessment (Scaringella 1999).  With 
many higher education institutions being required to compile data on students, possibilities exist to 
mine data to predict at risk students before they are on probation or to design curricula, services, 
and advertising customized to fit the characteristics of students for that school. 
Comparing Data Mining and Statistics 

In a traditional approach to science, the researcher would make specific a-priori hypotheses and 
then test them using data collected specifically to test these hypotheses.  For instance, a researcher 
might propose that the probability of a transfer student graduating can be predicted from GPA at 
time of transfer, GPA at the transfer institution, ethnicity, and field of study.  Logistic regression or 
some other analysis would test this model for significance.  In a strict analysis, we would be left with 
our hypothesis either being supported or not.  Further testing after the fact would encourage the 
discovery of spurious findings unless care was taken to protect against alpha inflation and even then 
one could find grounds to object to such post-hoc “fishing”.   

In an exploratory setting where we are searching for models rather than testing hypotheses, the 
researcher would retain variables that predicted a significant proportion of the variance and discard 
those that did not.  The researcher could choose to alter the model by adding previously ignored 
variables such as mean unit load per term or make other adjustments to the analysis.  We might also 
wish to test for interactions or control for confounding variables.  Perhaps a variable excluded at 
one step becomes important in conjunction with a variable added later in our discovery process.  A 
researcher in such a procedure would have to be highly adept at statistics and data manipulation and 
spend a great deal of time and effort in this search for models and patterns and still might miss a 
parsimonious model.   

The researcher in this example is data mining but is doing so “by hand”.  It is the introduction 
of the computer that makes even this manual level of data mining possible.  One might even joke 
that it was the thought of performing repeated analyses literally by hand that motivated the tradition 
of the a-priori hypothesis during the pre-computer development of statistics.  The advent of the 
computer and its exponential increase of processing and storage capabilities and reduction in price 
revolutionized numeric analysis and to date culminates in programs such as data mining software.  
Rather than laboriously test a few variables at a time and alter iteration parameters, the researcher 
assigns variables independent (“in”) or dependent (“out”) status, chooses a mining method, and lets 
the program come up with a set of rules that governs the situation.  The set of rules is clear even to 
those not familiar with statistics.  For instance (using imaginary data), a simple model might say: 
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If transfer GPA > 3.0, then graduation = yes  (confidence = 0.87) 
If transfer GPA ≤ 3.0 and 

If educational goal = ‘Obtain AA/AS’ or ‘Transfer after AA/AS’, then graduation = 
yes  (confidence = 0.97) 
If educational goal = ‘Personal Enrichment’, ‘Skills development’, or ‘Transfer 
without AA/AS’, and 

If age ≥ 30 then graduation = no  (confidence = 0.77) 
If age < 30 then graduation = yes (confidence = 0.54) 

 
This result is easy to obtain and has a clear interpretation.  The data mining program has 

processed a large number of numeric and string variables and considered them all in the analysis and 
has tested its own predictions to improve its model and provide empirically based confidence levels.  
If a training set is used where the outcome variable is known and then applied to a test set where the 
outcome is presumed unknown, then this is referred to as supervised learning.  If the model is 
developed on sets with unknown outcomes, then this is called unsupervised learning. 

An analyst might look with some suspicion on such numeric magic (Elder and Pregibon 1996).  
Many would be wary to trust an analysis that we couldn’t replicate by hand or at least by a proven 
statistical program.  However, as shown later, the mining program is based upon machine learning 
algorithms similar to our own mind’s discovery process of trial and error and derives it mystique 
from the ability of the computer to calculate more quickly than most humans. 

Hosking et al. (1997) point out that in statistics, we often work with fixed conceptual and 
hypotheses spaces where we select a set of parameters and a model to test our hypotheses.  In data 
mining, we also have a fixed conceptual space but the hypothesis space is left to the learning 
algorithm, which attempts to create a model with a minimum of prediction error.  Data mining also 
relies less on assumptions about data distributions and generally results in more complex models 
judged not on how well they support theory but on how accurately the model can predict and how 
well the model generalizes to new data (Bengio et al. 2000).  While classical statistics often uses 
significance levels to judge model adequacy, data mining models use misclassification rates, or risk.   

In general, statistics has been developed for testing simple models where variables of importance 
are selected by educated judgment or by theory (Table 1).  Data mining has been designed to operate 
on large data sets containing numerous variables with unknown or complex relations.  These 
approaches can also be combined.  For example, a linear combination derived from a discriminant 
analysis can be included as a variable in a data mining effort.  Exploratory data analysis (EDA) 
techniques such as factor analysis blur the distinction between statistics and data mining and help 
illustrate how these approaches are not by any means mutually exclusive but can help confirm results 
in some cases.  A major difference between EDA and data mining is that EDA, coming from a 
statistical tradition, often relies on specific distributions and co-variances of variables while data 
mining techniques, originating in a machine learning and artificial intelligence context, use 
algorithms designed to seek patterns. 
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Table 1.  Non-exhaustive general comparison of statistics with data mining from the 
perspective of a social scientist. 

 

Inferential Statistics Exploratory Statistics Data Mining 

t-test, ANOVA, 
regression, Chi-square Factor analysis 

neural networks, 
Kohonen networks, 
C5.0  rule induction, 
CART 

a priori hypotheses factors generated rules 

simple models simple to complex 
models complex models 

small data sets large data sets very large data sets 

variables of known 
importance 

variables with 
unknown relevance 

variables with 
unknown relevance 

"familiar" formulae less "familiar" 
formulae "Black Box" 

distributional 
assumptions 

distributional 
assumptions learning algorithms 

significance significance accuracy and 
generalizability 

 
Just like many statistical methods, such as regression, data mining models can be immediately 
applied to new data for prediction or profiling purposes. It is interesting to note that while statistical 
methods apply a fixed set of variables to all cases, data mining models can apply different variables 
to different cases.  There are also many cases where either traditional statistics or data mining 
techniques are applicable and it is tempting and appropriate to try both and compare (Table 2). 
 
Table 2.  Analogous statistical and data mining methods for selected situations. 
Scenario Statistical Technique Data Mining Algorithm 
Predicting categories Logistic Regression C5.0, CART, Neural 

Networks 
Grouping similar cases, 
pattern recognition 

Principal components, 
cluster analysis 

Kohonen network 

 
A final issue to note is that in both statistics and data mining, using accurate and relevant data is 
paramount.  Screening and preparing data takes no less time if one is preparing to do CART or a t-
test.  Also, despite the ability of data mining algorithms to handle large numbers of variables, one 
still would not intentionally include an irrelevant variable such as a student identification number.  It 
is true that a meaningless variable would probably not be important in a model due to its lack of 
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discriminating ability but it is good practice to filter out such variables to increase the efficiency of 
the algorithm and avoid the possibility of spurious findings. 
Opening the Black Box 

While detailed knowledge of machine learning algorithms are not necessary to conduct data 
mining, some familiarity with popular algorithms helps increase confidence in the validity of these 
techniques and provides insight on how to improve the performance of data mining efforts.  Here 
we will explore two decision trees, C5.0 (Quinlan 1993) and Classification and Regression Trees 
(Breiman et al. 1994), and two neural networks, the perceptron and the self-organizing map 
(Kohonen 1984).  
Decision Tree Pruning Criteria 

Decision trees take a set of data and create splits that will help explain the data.  For instance, in 
the example from the previous section, the first split was based on GPA.  Since this is the first split, 
it implies that GPA is the most important variable in predicting graduation.  For those with lower 
GPA’s a second split occurred based on educational goals and so on until no more optimal splits are 
available.  How does a decision tree algorithm determine if a split is optimal and when to stop 
growing?   

If we think of data as a stream of information, we may state that a data set with many different 
types values has more uncertainty than a set with only a few types of values.  That is, it is easier to 
predict what the next bit of information will be if most of them are of one value that if there were 
many different values.  For example, Table 3 shows the ethnic break down of two mythical colleges.  
College A has the greatest possible uncertainty as students are equally distributed across ethnic 
groups so that correctly guessing the membership of any given student would be unlikely.  College B 
has much less uncertainty since guessing that any given student was African-American would likely 
be correct.  Shannon developed a measure of this uncertainty for information theory and termed it 
entropy or H, after the thermodynamic theories of Boltzmann (Khinchin 1957).  Entropy is not an 
absolute measure and is useful only in relative comparisons between information sets.  C5.0 grows a 
large tree and begins pruning by comparing the entropy gain of model with and without a particular 
branch.  If the entropy gain is below the specified threshold, then the branch will be pruned.  An 
econometrist named Gini took the same situation and defined a measure of dissimilarity (D) used in 
CART pruning (Breiman et al. 1984).  The Gini index in our college example can be thought of as 
the probability that after selecting one individual at random, the next randomly selected individual 
will be of a different ethnicity.  Both these measures are also used in ecology as measures of species 
diversity where H is often called the Shannon-Weiner index and D is generally known as the 
Simpson index, although some writers call it the Simpson-Gini index and others the Gini-Simpson 
index (Magurran 1988).  The equations for these indices are shown in Figure 1 and calculated 
example values are in Table 3.  We see that College A has a greater entropy and higher dissimilarity 
than College B, which reflects our intuitive notion based on visually inspecting the data. 

∑

∑

=

=

−==

−==

n

i
i

i

n

i
i

pD

ppH

1

2

1

1ity Dissimilar :CART

lnEntropy  :C5.0

Figure 1. Formulae used in decision tree pruning. 
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Both C5.0 and CART use these information measures to construct trees that balance fitting the data 
and generalizability.  Most software packages with these algorithms allow you to adjust pruning rules 
and offer other features that may increase model accuracy.   
 

Table 3.  Ethnic distribution of two mythical colleges. 

  College A College B
African-American 10 55
Asian/Pacific Islander 10 1
Euro-American 10 1
Latino 10 1
Native American 10 1
Other 10 1
Total 60 60
Shannon-Weiner index 1.79 0.42
Gini-Simpson index 0.83 0.16

 
Neural Networks 
Neural networks are based on the function of biological neurons and perform two major tasks.  

One type of neural network, the perceptron, uses a set of input data to predict an output.  Another 
type of neural network clusters in with a method known as a self-organizing map or Kohonen 
network. 

The model of the perceptron is shown below (Figure 2) and is composed of three layers.  The 
first layer is the input or signal layer and consists of the data elements in a set.  The second layer is 
the hidden or association layer and may actually consist of several layers.  The final layer is the 
output or response layer of which there may also be several.  The input elements are related to the 
association layer, which have weights that are initially randomly assigned.  The model will predict the 
presence of the outcome variable if the sum of the weighted association elements exceeds a given 
discrimination threshold.  This is a metaphor of what happens in biological neuron where a stimulus 
must exceed a threshold level before a neuron will fire and lead to perception of the stimulus.  The 
algorithm adjusts the weights and again attempts to predict the outcome trying to gain improved 
accuracy.  This iterative process of adjusting weights and predicting continues until the gain in 
accuracy is minimized.  This can result in solutions being only local minimums where adjusting the 
weights slightly does not improve performance but a completely different configuration of weights 
would be more accurate.  Running the algorithm several times can mitigate this problem.  The 
weighting process in predicting an outcome, y, is 
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Successive iterations of this algorithm increase the clustering of similar elements in a fashion 
illustrated below: 

early iteration    late iteration 
1 * * * a  1 3 * * a  1 3 * b a 
* * * * *  * * * d *  * * b d b 
* * * * *  7 * * * *  7 5 s * * 
* * * z *  7 * * z *  7 5 s z * 
* * * * z  * * * * z  * 9 * * z 

 
Improving Performance through Boosting and Bagging 

Any of the previous techniques can potentially see improved performance with boosting or bagging 
techniques.  In boosting, an algorithm is run multiple times with sequential models focusing on 
accurately predicting the misclassifications of prior models.  This technique works well with the 
perceptron neural network as each run of the algorithm starts with probably different initial random 
weights and may converge on different locally optimal solutions. 

Bagging is a contraction of bootstrapping and aggregating.  In bootstrapping, a number of 
models are sequentially built from randomly selected subsets.  Ideally, all possible subsets are used 
but in practice it can be time consuming for large data sets so only enough are used to meet 
performance goals.  Then to aggregate, each generated model is presented with a case and predicts 
the outcome and each model’s response is weighted towards those with accurate predictions.  In this 
way, many models are combined through this voting process.  In fact, one can do this with models 
generated by different algorithms or statistical technique, which opens a realm of possibilities for 
combining statistics and data mining. 
Exploring Data Mining in a Higher Education Setting:  Increasing Persistence 

Gavilan College in Gilroy has historically shown that about 40% of students enrolled in a fall 
term will not re-enroll in spring.  The reasons for this behavior have not been explored but could be 
due to factors ranging from lack of resources or support to students’ having completed their goals in 
the fall term.  Previous research has shown that brief interventions with students can result in 
increased grades, persistence, and use of counseling services especially for “at risk” students 
(Polansky, Horan, & Hanish 1993; Schwitzer et al.  1993; Wilson, Mason, & Ewing 1997).   

To help improve student success and refine planning for student services, it would be useful to 
predict which students enrolled in one term would or would not re-enroll for the subsequent term.  
Such a prediction, if sufficiently accurate, would allow for an early intervention strategy to provide 
additional support services to students who may benefit from re-enrollment but for some reason 
cannot.  One method to predict re-enrollment would consist of asking each student in a term if they 
plan on enrolling the next term.  This however, would be time consuming and expensive especially 
for a large school.  On the other hand, such a personalized intervention may prove an effective 
method of not only gathering information but also serve as an intervention in and of itself at the 
caller can provide information about relevant support services and schedule appointments.  To make 
such an intervention feasible, we would benefit from a model that could predict those who were 
likely not to re-enroll.  Here the model will select those from whom more information will be 
obtained to help refine the model in such a way that provides support for the students’ academic 
goals.  The objectives of such a study would be to: 

• Identify factors that explain students’ decisions whether or not to re-enroll in a spring term 
after completing a fall term 

 
• Determine if a phone intervention can increase persistence 
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• Ascertain what student services may aid persistence 
 

• Evaluate and refine the model predicting re-enrollment 
Persistence Study Methods 
A predictive model based upon data from enrollments from Fall 1994 to Spring 2001 will be 

constructed using the better of classical models or data mining techniques.  From the set of persons 
predicted not to re-enroll in the spring, a subset of approximately 100 will be randomly selected.  
These people will receive a phone call and be asked if they plan on returning, why or why not, and 
then if there is any service that Gavilan College can provide to assist them.  Interviews will engage 
interactively with students’ to solicit their perspective and to provide information and support so 
that the call is not just a data collection effort but also a supportive intervention.  These students’ re-
enrollment behavior will be tracked the following spring and compared with the control group of 
students predicted not to re-enroll but not contacted.  Survey results will also be incorporated into 
the persistence prediction model to see if student responses result in a more accurate model. 

Building the Persistence Prediction Model 
Data from Fall 1994 to Spring 2001 were used in a variety of models to predict enrollment in 

spring following a fall enrollment.  Input variables are shown in Table 4. 
 
Table 4.  Input variables used in models to predict enrollment persistence from fall into 
spring. 

Model Variables 
Academic Standing  
Age  
Disability Status  
Educational Goal  
Educational Status  
Enrollment Status  
Ethnicity  
Gender  
GPA  
High School Origin  
City of Residence  
Major  
Planned Employment Hours per Week  
Primary Language  
Request Information about Student Services 
Time  
Units Attempted  
Type of English, ESL, or Math class  
Grade in that English, ESL, or Math class  
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Models showed a range of accuracy from 63% with a radial basis neural network to 90% with a 
C5.0 boosted 5-fold (Table 5). 
Table 5.  Model comparison trying to predict persistence. 

Model Accuracy 
False 
Positive 

False 
Negative 

C5.0 (boosted 5 fold) 90% 12% 7% 
C5.0 (not boosted) 78% 22% 21% 
Neural Network (quick 2-layer, 15, 10) 70% 30% 30% 
Neural Network (dynamic) 69% 27% 38% 
Logistic 69% 29% 40% 
CART (AnswerTree 50% training/50% test)68% 18% 53% 
CART (Clementine) 67% 30% 41% 
Neural Network (Radial Basis) 63% 36% 44% 

Note: false positives and false negatives are conditional 
i.e. P(false negative) = n(predicted not to persist but persisting)/n(predicted not to persist) 

The boosted C5.0 also showed the lowest conditional false negative rate suggesting that in using 
that model, of 7 of the proposed 100 interventions would be expected to include those who would 
have re-enrolled anyway.  Most of these models have features to incorporate misclassification costs 
where one can bias the model against false negative or false positives.  This can result in lower 
overall accuracy but is sometimes useful. 

To compare models, we can also use graphical representations of performance.  One type of 
graph is called a Gains chart and plots the percent of cases against the percent of correctly estimated 

cases.  When comparing models, the gains curve for the best model should be above the other 
models.  Taking three of the better models, we can see that the boosted C5.0 is clearly superior to 

other models ( 
Figure 3).  
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Figure 3.  Gains chart for the boosted C5.0, the two-layer Neural Network, and the 

CART derived from Clementine. 
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Philosophical Implications of New Data Analysis Techniques 
Vapnik (2000) addressed some interesting intellectual ramifications of these new data analysis 

techniques.  In particular, he points out that classical statistics and inference use a “strong a priori 
knowledge of reality” in that a model is selected first and then applied to the data.  Newer 
techniques including data mining algorithms and even newer Support Vector Machines use do not 
select a model beforehand but rather control the complexity of generated models to balance 
overfitting and poor approximation. 

More broadly, he states “If you are limited to a restricted amount of information, do not solve 
the particular problem you need by solving a more general problem (Vapnik 2000, page 293).”  He 
goes on to suggest a new type of inference beyond induction and deduction, which he calls 
transduction (see figure below).  The implication is that one use the data at hand to predict only at 
points of interest rather than using data to construct a model to predict across the entire domain and 
then predict at the points of interest. 

Transduction

DeductionInduction 

Examples Values of the function at 
a point of interest 

Approximating 
Function 

Future Directions 
Work has already begun in harmonizing traditional statistics and data mining techniques.  New 

data analysis software packages often offer techniques from each field allowing researchers the 
opportunity to compare various techniques.  One of the challenges that face traditional practitioners 
who embrace data mining will be operating in the absence of established standards of performance 
or norms of reporting.  What data mining technique is appropriate for a given situation?  How 
accurate does a model have to be in order for us to accept it as a likely explanation?  By what 
measure do we decide if a Kohonen clustering sufficiently separates cases on an important variable?  
How do we report the results of a CART analysis in a professional journal? 

Another challenge will be the training of a new generation of scientists and engineers in data 
mining in addition to traditional statistics.  Currently, there are stand alone data mining classes 
appearing at universities fortunate enough to have an instructor well verses in this emerging field.  
Soon, statistics departments will be deciding if data mining techniques be incorporated into 
traditional statistics and if so, how early? 

Finally, there is the bottom line question for established researchers who have been quite 
successful with traditional techniques: why should I spend the time learning data mining and spend 
the money for a new suite of software?  Some will be content to let curiosity or a fascination with 
mathematics carry them to the field of data mining.  Others may need a tangible payback such as 
increasing student enrollment or success by using strategies discovered only through data mining.  
Eventually however, with the increasing size, complexity, and ubiquity of data warehouses, many 
researchers will need to explore new approaches to data analysis to extract meaning from the 
scattered choruses of data. 
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